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Abstract

When reproducing a virtual acoustic environment over loudspeakers within a reverberant playback room, the acoustics of the playback space can modify the spectral and spatial properties of the virtual environment considerably. Traditionally, optimal loudspeaker rendering of such scenes requires dedicated loudspeaker setups positioned in an anechoic room, employing techniques like Vector-BaseAmplitude Panning (VBAP) to render virtual reverberant sources, or Higher Order Ambisonics (HOA) to render spherical harmonics each using a large number of loudspeakers. In this study we evaluate to what extent it is possible to reproduce virtual acoustic environments using only a limited number of loudspeakers placed within a normal echoic room. Recently, we proposed a perceptually-based method using only four loudspeakers that specifically aims to compensate the detrimental effects of reverberation of the playback room by separately reproducing optimized versions of the direct and reverberant sound fields [Fallah et al., Reproduction of simulated acoustic scenes with limited number of loudspeakers in a reverberant room (2023)]. In this study, this approach is explained in more detail, and specifically an important parameter that controls the power ratio between direct and reverb sounds is investigated in detail using objective and subjective evaluations. In listening tests, the similarity of this proposed Acoustic Room Transformation (ART) method is compared to that of a reference rendering of the virtual acoustic environment within an anechoic room. The results of listening tests show significant improvements in the timbral and spatial characteristics of reproduced sound using the ART method compared to conventional playback without room compensation and show a closer match to the reference simulated environment.
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1 Introduction
Room simulation methods play an important role in virtual acoustics, facilitating the creation of immersive audio environments, particularly in applications such as music production, gaming, virtual reality, and also in research on auditory perception. Most room simulation methods allow for rendering on both headphones and loudspeakers [1–4], and can reach perceptually accurate renderings of real acoustic environments. In applications of such rendering techniques, using loudspeakers instead of headphones allows for more ecologically valid experiments where subjects will feel less constrained, which may help to ensure that the results obtained are applicable to real-world scenarios. In addition, wearing hearing aids becomes possible when using loudspeaker-based renderings [5].
In such loudspeaker-based rendering setups of virtual environments, the reproduction is preferably performed in an anechoic room to avoid any possible detrimental effects of an echoic reproduction room. For example, RAZR [4, 6], which uses image sources for direct sound and early reflections combined with a feedback delay network to render late reverberation, was demonstrated to allow for perceptually highly plausible renderings [7], where listeners had difficulty distinguishing between simulated and real rooms. The Simulated Open-Field Environment (SOFE) [8] is a system that simulates and reproduces audio–visual environments in an anechoic laboratory setting. This system consists of a visual display, a loudspeaker array, and a head-tracking device that allows for the creation of a 3D sound field. Besides methods that aim to simulate room acoustics based on computed room acoustics, there are also approaches using recorded spatial room impulse responses (RIRs) that aim for reproduction on loudspeakers such as spatial impulse response rendering (SIRR) [9].
Although many of these reproduction methods are designed for use in acoustically controlled environments such as anechoic rooms, practical applications often involve playback in typical echoic spaces, where the room itself can influence the perceived sound field. The effect of an echoic reproduction room has been investigated in the context of the reproduction of recorded sound. When reproducing recorded audio in an echoic room over loudspeakers, a so-called “room-in-room” impulse response (RinR) is created which has been found to substantially change perceptual and spatial properties of the recorded sound field. It was found to increase the reverberation time (T60), strongly modify the perceivedcoloration, change the temporal envelope of the early reflections, increase spectral modulation strength, and decrease speech intelligibility, all of which indicated that an unnatural and impaired listening experience may result [10]. The perception and preference of reverberation in small listening rooms with multi-loudspeaker reproduction was also investigated in [11]. The outcomes of this study emphasize the role of reverberation and decay times in residential listening environments, influencing the perceived sound field in terms of spectral modifications at lower frequencies.
The Loudspeaker-based Room Auralization (LoRA) [12] uses multiple loudspeakers placed to simulate sound sources and reflections within a virtual acoustic space. A significant part of this research was dedicated to optimizing the placement, calibration, and control of these loudspeakers to ensure that they could accurately reproduce the desired sound fields. Here, an equalization stage adjusts the frequency response of the loudspeakers to ensure that sound is reproduced with accurate tonal balance, where this compensation allows correcting for issues related to speaker directionality, distance, and room acoustics, among other factors. These techniques are critical for achieving a faithful recreation of the target room’s acoustics and ensuring that the listener experiences a highly realistic sound field.
In a typical clinical setting, there is no access to anechoic rooms or large loudspeaker setups, and it will be difficult to render virtual acoustic environments. Despite these limitations, spatially rendered virtual environments are increasingly relevant for audiological diagnostics and hearing aid evaluation, as they allow for ecologically valid testing scenarios [13]. More specifically, usingvirtual acoustic environments would allow assessing the ability of hearing-impaired listeners to cope with reverberant acoustic scenes in a standardized manner such that clinical outcomes will be highly similar independent of the reproduction room. Therefore, it would be desirable to reproduce a simulated virtual acoustic environment on only a limited number of loudspeakers placed in a normal reverberant room.
A cost-effective Virtual Sound Environment (VSE) reproduction system was developed in [14] that is specifically designed for clinical applications in compact indoor spaces. The system employs a spherical array comprising 16 commercially available loudspeakers for the reproduction of sound fields utilizing 3rd-order Ambisonics encoding. The study emphasizes the effective calibration of this spatial sound reproduction system within small environments using Higher Order Ambisonics (HOA). However, this Ambisonic reproduction system is limited by accurate sound field reconstruction only up to 1.9 kHz, issensitive to interference from room modes at low frequencies, and is prone to potential localization errors outside the sweet spot. An economical virtual acoustics system incorporating two loudspeakers employing crosstalk cancellation (CTC) to recreate authentic pressure signals for users of hearing-assistive devices was developed in [15]. The suitability of this system for replicating signals and accommodating head rotations is reported, indicating its promise in expanding accessibility to ecologically valid audiological testing and improving clinical assessments for individuals using hearing-assistive devices. However, the CTC method is limited by restricted spatial resolution and variability in performance due to room acoustics.
Considering these limitations and the need for a system that balances spatial realism, cost efficiency, and clinical practicality, we proposed a method that utilizes only four horizontally arranged loudspeakers placed in a typical echoic room. This method aims to faithfully reproduce the perceptually relevant acoustic cues present in the virtual acoustic environment. It is based on a previous study introduced in [16], later extended for recording with a microphone array and reproduction over a loudspeaker array placed in an echoic environment [17]. In both studies, the direct and reverberant parts of a recorded sound field are captured, and spectrally and spatially optimized according to perceptual criteria to allow a rendering in a reverberant playback room, making sure the reproduced sound field perceptually closely matches the original recorded sound field. In essence, this method aims to match spectral and spatial properties of the sound field in the recording and reproduction room and achieves this by time-invariant filtering operations and cross-mixing. More specifically, for the spatial properties, it focuses on directional spatial properties of the direct sound, and spatial diffuseness properties for the reverberant sound field. Interestingly, when a virtual acoustic scene is created with a room acoustical simulator such as RAZR [4], the direct and reverberant sound fields are already separately available and do not need to be captured. In this study, we applied the established Acoustic Room Transformation (ART) method [18] to render a simulated room in a typical echoic environment. As an extension of that work, we provide a more detailed description of the approach and highlight a key parameter, the separation time of binaural room impulse responses, which influences the ratio of direct-to-reverberant sound. The role of this parameter is investigated in detail using perceptual tests.
The paper is organized as follows: Section 2 outlines the structure of the proposed rendering method, including the general framework of the ART approach, the optimization process, and the ART filtering strategy. Section 3 presents the results of the optimization and listening experiment, reporting the performance of the ART system in terms of general, timbral, and spatial similarity to the reference sounds. Finally, Section 4 concludes the paper.
2 Method
2.1 General structure of ART
This section describes the structure of the Acoustic Room Transformation (ART) method that allows reproducing a simulated room with good quality on a limited number of loudspeakers in a reverberant room. A block diagram of the ART approach is depicted in Figure 1. First, a virtual acoustic environment is simulated using the RAZR tool [4]. RAZR generates two outputs: a simulated reference binaural room impulse response (BRIRref) at the listener’s position, used for headphone rendering, and virtual acoustic sources (VASs) for the direct and reverberant sound components, used for loudspeaker rendering. The simulated BRIRref serves as a reference both in the optimization process and in the subsequent listening tests. In addition to generating BRIRs for headphone rendering, RAZR also provides audio renderings of simulated rooms for spherical loudspeaker arrays placed in anechoic environments.
	[image: thumbnail]	Figure 1 A block diagram of the ART approach. The RAZR room simulator provides two outputs: binaural room impulse responses (BRIRs) at the listener position for headphone rendering, and virtual acoustic sources (VASs) for the direct and reverberant components for loudspeaker rendering. In the upper signal flow, the VASs of the direct sound are mapped onto two loudspeakers using the Vector Base Amplitude Panning (VBAP) method, and the signals are rendered in the playback room after filtering. In the lower signal flow, the VASs of the reverberant sound are mapped onto four loudspeakers using spatial mixing. These signals are then mixed and filtered to control both the interaural coherence (IC) and the reverberant energy at the listening position in the playback room. To preserve the energy characteristics of the original signals, both the direct and reverberant components are compensated using Gammatone filterbank analysis and synthesis prior to playback. In the optimization block, the simulated BRIRs (BRIRref) are compared with the reproduced binaural room-in-room impulse responses (BRinR) measured in the playback room. This comparison is used to determine the optimal mixing coefficients for the reverberant signals, as well as the optimal Gammatone filter gains for both direct and reverberant components. Additionally, the reproduced reverberation time (T60) is controlled by adjusting the separation time between the direct and reverberant parts in both BRIRref and BRinR.



In this setup, simulated Virtual Acoustic Sources (VASs), representing the direct and reverberant sound fields, can be mapped onto the loudspeaker array using the Vector Base Amplitude Panning (VBAP) method [19]. We use these VASs as the basis for generating audio signals to be rendered on the four loudspeakers in the reproduction room. A virtual acoustic source simulated in RAZR is denoted by VAS(α, Δt, Θ). It is characterized by its amplitude α, time delay Δt, and angle of arrival (Θ = (θ, φ)), where θ and φ are elevation and azimuth angles, respectively.
The upper signal flow in Figure 1 corresponds to the rendering of the direct sound. In the simulated scenario, the direct sound arrives from a direction between the two front loudspeakers on the horizontal plane (θ = 0).Using VBAP, the signal is mapped onto the two loudspeakers to create a phantom source, which is perceived as coming from between them. This is a standard technique in stereo playback. The direct-sound output from the room simulator VASdir(α, Δt, (0, φ)) in the horizontal plane is mapped onto these loudspeakers, denoted by L1, d[n] for loudspeaker number one at the azimuthal angle of 45° and L2, d[n] at the azimuthal angle of −45°:
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Here, the index d denotes the direct sound field component rendered by these loudspeakers. The VBAP operator is defined as VBAP(0, φl){⋅}, which maps a virtual source onto a loudspeaker positioned at angle (0, φl). The signals L1, d[n] and L2, d[n] corresponding to the direct sound are convolved with the BRIRs of their respective loudspeakers in the playback room, denoted as BRIRplay, 1[n] and BRIRplay, 2[n], respectively. This process ultimately generates the binaural room-in-room impulse response at the listener’s position for the direct VASs simulated in RAZR.
Before playback, the signals from the two loudspeakers are filtered using a Gammatone filterbank analysis and synthesis [20] to compensate for spectral differences relative to the reference BRIR. This Gammatone filterbank provides a frequency selectivity that closely matches auditory frequency resolution. The impulse response of the i-th Gammatone filter is denoted by γ(i)[n]. The signals of the two front loudspeakers are filtered by the Gammatone filterbank and then convolved with the corresponding BRIR of each LoudSpeaker in the PLayback room (denoted LSPL):
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Here, BRIRl, play denotes the reproduced binaural impulse response of loudspeaker number l on a dummy head in the playback room. Note that any BRIR used in the equations refers to the response at either the left or right ear. The two loudspeaker signals played on a dummy head in the playback room are now arranged into a four-row matrix LSPLd(i).
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We use the matrix notation in equation (3) for its flexibility in selecting any pair of loudspeakers from the four available for direct sound reproduction, even though this study considers only front-facing sources. To control the energy of the reproduced direct sound, we apply a loudspeaker-independent direct-signal gain gd(i) for thei-th Gammatone filter. Taking these gains into account, the reproduced direct sound at the dummy head in the reproduction room is obtained by summing all Gammatone filter signals, each weighted by its corresponding gain:
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Here, N denotes the number of Gammatone filters, and 11 × 4 = [1111]. A new signal [image: equation], to be used later, is defined as a non-compensated (indicated by the subscript “nc”) reproduced direct sound at the output of the i-th Gammatone filter. The gains of the Gammatone filters gd(i) are configured such that the energy of the reproduced direct sound in the playback room matches the energy of the simulated direct sound from the reference BRIR generated by RAZR, for each Gammatone filter. The optimization procedure for determining these gains will be described in the nextsubsection.
In the lower path of Figure 1, the compensation and rendering of the reverberant sound is illustrated. The VASs corresponding to the reverberant component are first mapped onto four loudspeakers using a spatial mixing approach. As with the direct sound, this spatial mapping is carried out using the VBAP method. However, the elevation information of the reverberant VASs is discarded, since the loudspeakers are positioned in a horizontal plane. All four loudspeakers are used for rendering the reverberant sound. Each virtual source number c, associated with the reverberant sound VAScrev(αc, Δtc, Θc), similar to the direct sound, is mapped onto two loudspeakers using the VBAP method after omitting its elevation angle of arrival. The reverberant signal assigned to each loudspeaker Ll, r[n] at azimuthal position φl is obtained by summing the contributions of all mapped VASs:
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Here, C is the number of VASs, and φl represents the azimuthal positions of the loudspeakers. After this spatial mixing, the signals from the four loudspeakers are filtered using a Gammatone filterbank:
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Similar to the direct sound in equation (3), the outputs of the four filtered loudspeakers for the reverberant sound are organized into a four-row matrix LSPLr(i):
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We define a compensation matrix C(i) for the reverberant sound at the i-th Gammatone band, which is a product of a frequency-dependent energy compensation matrix G(i) and a frequency-dependent and loudspeaker-dependent cross-mixing matrix C
M(i):

[image: thumbnail](8)

The C
M(i) matrix enables the optimization of interaural cross-correlation at the listener’s ears. This mixing is performed using coefficients α(i) for the two front loudspeakers, and coefficients β(i) for the two rear loudspeakers. The rendering of the reverberant sound differs from that of the direct sound. For the direct sound, the key parameters in rendering are the angle of arrival and spectral coloration, which are addressed using VBAP mapping and energy compensation. In contrast, the rendering of the reverberant sound focuses on optimizing both energy and spatial diffuseness. Spatial diffuseness is controlled using the maximum of the interaural cross-correlation (IACC) function, referred to as interaural coherence (IC), which serves as the optimization metric. This control is achieved through a cross-mixing matrix that combines signals from all four loudspeakers. After cross-mixing, the gains of the Gammatone filters are adjusted so that the energy of the reproduced reverberant sound matches that of the simulated reverberant sound, as represented in the BRIR generated by RAZR. The final rendered binaural room-in-room impulse response for the reverberant sound after compensation is given by:
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To determine the mixing coefficients and Gammatone gains for the reverberant sound, a search algorithm is employed to jointly optimize the IC and the reverberant energy. The T60 is also included as an optimization target. It is controlled by adjusting two separation times: one between the direct and reverberant components in the reference BRIRref of the simulated room, denoted as Tref, and another used to divide the BRinRd[n] in equation (4) into direct and reverb parts, denoted as Tplay. The detailed optimization procedures for both the direct and reverberant components are presented in the next subsection.
2.2 Optimization
In this subsection, the optimization procedures for the reproduction method are presented in detail. Figure 2 presents a block diagram illustrating the optimization process implemented in the proposed ART system.
	[image: thumbnail]	Figure 2 Block diagram of the optimization process for the ART system with four loudspeakers. The upper outputs from the RAZR room simulation are used in the reproduction chain, which includes mapping the simulated virtual sources onto four loudspeakers, convolving the loudspeaker signals with their respective BRIRs in the playback room, and applying Gammatone filtering. The lower output from RAZR is the binaurally simulated room used as a reference signal (BRIRref). For simplicity, only the BRIRref corresponding to one ear is depicted. The direct and reverberant components of BRIRref are separated at time Tref, and Gammatone filtering is applied in the same manner as for the upper outputs. As shown in the upper part of the figure, the direct signal is rendered using the two front loudspeakers, while the reverberant signal is rendered using all four. The Gammatone filterbank outputs of the rendered binaural room-in-room impulse responses (BRinR) and the BRIRref are then compared to optimize the energy of the direct sound using gd(i) gains, and the energy of the reverberant sound as well as the interaural coherence (IC) of the rendered BRinR using gr(i) gains and cross-mixing coefficients α(i) and β(i).



For the optimization, the simulated BRIRref in RAZR is used as the reference signal. The BRIRref can be divided into direct BRIRref, d and reverberant BRIRref, r components using a reference separation time Tref (see lower half of Fig. 2):
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The direct part is used in the optimization to ensure accurate spectral coloration and directional properties, while the reverberant part is used to ensure proper spectralcoloration and spatial diffuseness. The optimization procedure adjusts the frequency-dependent gains of the reproduced direct and reverberant sounds. This is achieved using the Gammatone filterbank outputs of the simulated BRIRref and the reproduced BRinR. In this study, a Gammatone filterbank with 42 channels was used, each with a bandwidth corresponding to the Equivalent Rectangular Bandwidth (ERB) [21]. The center frequencies of the filters were uniformly spaced on the ERB-rate scale. The spectral resolution employed in the optimization is designed to align with the frequency selectivity of the human auditory system. Two criteria used in the optimization are frequency-dependent energy, and interaural coherence (IC). The optimization is performed in two stages: first, the energy of the direct sound is optimized, followed by a joint optimization of the reverberant sound energy and IC. The simulated BRIR generated by RAZR assumes the same dummy head as the one used in the playback room (see upper part of Fig. 2). It is also important to note that the separation time between the direct and reverberant components of BRIRref, denoted as Tref, plays a critical role in the ART method, as it indirectly influences the direct-to-reverberant ratio, which is a perceptually relevant property of the sound field. This parameter is determined empirically through informal listening tests.
2.2.1 Optimization of direct sound
For the optimization of the direct sound, the entire processing and rendering chain of the direct sound field component generated by RAZR is considered (see Eq. (4)) and considering the optimization criteria, it is adjusted to closely match the direct sound in the simulated reference BRIR shown in equation (10). The non-compensated reproduced direct sound [image: equation] in equation (4) can be separated into the direct [image: equation] and reverberant [image: equation] components. Accordingly, equation (4) can be rewritten as follows:
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Note that the reverberant part [image: equation] is generated by the natural reverberation of the playback room in response to the direct-sound loudspeakers. The separation time between [image: equation] and [image: equation] is denoted by Tplay, and for simplicity, it is considered frequency-independent in this study. The proper selections of Tref in equation (10) and Tplay in equation (11) play an important role in the optimization procedure, as these parameters directly affect the quality of the reproduced direct and reverberant sounds, and consequently, the direct-to-reverberant ratio of the reproduced sound field. The effects of these two parameters will be thoroughly investigated in the next section. To ensure a perceptually relevant spectral resolution during the optimization process, the Auditory Transfer Function (ATF(i)) is employed. It is defined as the energy in the output of the i-th Gammatone filter and can be expressed as:
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The first step is the compensation of direct sound [image: equation] in equation (11). For frequency-dependent energy equalization of direct sound, the i-th Gammatone filterbank gain gd(i) is determined such that energy of the reproduced direct signal in equation (11) matches that of the direct reference signal in equation (10):
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Here, gd(i) is assigned as the gain for loudspeakers one and two in the i-th Gammatone band. The gain optimization method proposed in [22] is used, taking into account the effect of overlapping filters, such as occur in a Gammatone filterbank. It should be noted that separate gains are obtained for the left and right ears, and a weighted average of these values is ultimately used as the loudspeaker gain for reproducing the direct sound. After calculating and applying the Gammatone gains to loudspeakers one and two, the energy-compensated reproduced direct sound in equation (11) can be rewritten as follows:
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A separation time Tplay is used to divide BRinRd[n] into the direct BRinRd, d[n] and reverberant BRinRd, r[n] components. The BRinRd, r represents the reverberant sound reproduced by the direct-sound loudspeakers, which must be taken into account in the optimization of the total reproduced reverberant sound, as described in the next subsection.
2.2.2 Joint optimization of reverberant sound and interaural coherence
After the compensation of the direct sound, the reverberant sound is addressed. The optimization of the reverberant energy is performed jointly with the interaural coherence (IC) optimization of the entire reproduced signal. It is important to note that the reverberant sound received by the listener in the room with four loudspeakers consists of two components: the mapped simulated reverberation convolved with the corresponding playback loudspeakers (BRinRr[n] in Eq. (9)), and the mapped direct sound convolved with the BRIRs of the two front loudspeakers after Gammatone filtering for the direct sound (BRinRd, r[n] in Eq. (14)):
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The term BRinRd, r[n] from equation (14) is included because the compensated direct sound played through the front loudspeakers also generates reverberation due to the playback room acoustics, which is not considered for in the optimization of the direct sound. This is why the T60 of the simulated room should be higher than, or at most close to that of the playback room, so that the reverberation produced by the direct sound BRinRd, r[n] has low energy, allowing additional reverberant signal from the simulated room BRinRr[n] to be effectively added. For the optimization of reverberant sound, a combination of (α(i), β(i)) in cross-mixing matrix C
M(i) in equation (8) is first determined, followed by compensation of the reverberant energy. The coefficients (α(i), β(i)) are obtained using a grid search algorithm over a range of predetermined values, for example −2 ≤ α(i), β(i) ≤ 2 with a step size of 0.1. A cross-mixed reverberant signal [image: equation] in each frequency band is then compensated using its corresponding Gammatone gain gr(i), such that the ATF of the total reverberant signal matches that of the reference reverberant signal in equation (10):
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In this optimization, it is assumed that the two reverberant signals BRinRr(i)[n] and [image: equation] in equation (16) are uncorrelated [16]. After obtaining theGammatone gains gd(i) for the direct sound, assigning the cross-mixing coefficients (α(i), β(i)), and finally determining the Gammatone gains gr(i) for the reverberant sound, a total compensated BRinR in the i-th Gammatone band is obtained as the sum of the compensated direct signal from equation (4) and compensated reverberant signal from equation (9):
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In this step, the IACC function and the resulting IC between the left and right ears are evaluated after applying cross-mixing and energy compensation:
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 For each frequency band, this IC(i) is compared with the reference IC, denoted as [image: equation]. The [image: equation] is calculated as the IC between signals [image: equation] and [image: equation] from the reference signal in equation (10). The error value in each frequency band is denoted as [image: equation]. To find the optimal values for α(i) and β(i), a search procedure repeatedly performs the optimization using equations (16)–(18). The values of α(i) and β(i) that correspond to the minimum [image: equation], along with the associated gr(i), are selected as the final cross-mixing coefficients and Gammatone gains for that frequency band.
2.3 ART filtering
After the optimization has been completed, the resulting parameters can be used to render sound sources through a time-invariant filtering and mixing step, where the source signal is processed using a set of perceptually-based filters. At this stage, no BRIRs are used in thesignal path. A block diagram of the ART filtering using the obtained energy-compensation coefficients gd(i) and gr(i), and cross-mixing coefficient α(i) and β(i) is depicted in Figure 3. This diagram highlights only the essential signal processing steps already presented in Figure 1. The VBAP mappings for the separated direct and reverberant sounds are the same as those used in the optimization step. For the direct sound, the signals mapped onto the two front loudspeakers are filtered using the Gammatone gains gd(i). For the reverberant sound in each Gammatone band, the cross-mixing coefficients α(i) are applied to combine the signals from the front loudspeakers, while separate coefficients β(i) are used for combining the rear loudspeaker signals. Following this cross-mixing step, the gains gr(i) defined in equation (8) are assigned to the resulting signals from all four loudspeakers.
	[image: thumbnail]	Figure 3 Block diagram of ART filtering: After VBAP mapping of simulated direct and reverberant signals, both components are processed through the analysis and synthesis framework of a Gammatone filterbank. For the direct sound, energy-compensation gains gd(i) are applied, while for the reverberant sound, cross-mixing coefficients α(i) and β(i), along with gains gr(i), are used. For each loudspeaker, the direct and reverberant signals are combined and then convolved with an audio file before playback.



The non-compensated direct and reverberant loudspeaker signals, arranged in four-column matrices Ld(i) and Lr(i) respectively, for Gammatone band i, after applying the gains and cross-mixing coefficients are added together as follows:
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The final compensated signals for the loudspeakers are obtained by applying Gammatone synthesis to the total signals:
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Finally, each loudspeaker signal is convolved with an audio file before playback.
3 Objective evaluation
3.1 Simulated and playback rooms
Two simulated rooms in RAZR [4], referred to as Room1 and Room2, are used for evaluation of the proposed method. The reverberation times at mid frequencies (averaged over 500, 1000, and 2000 Hz) of Room1 and Room2 are T30, room1 = 0.56 s and T30, room2 = 1.60 s, respectively. In the simulated scenarios, it is assumed that the direct sound originates from the front-right direction (azimuth of 30°). The reproduction setup is shown in Figure 4.
	[image: thumbnail]	Figure 4 Playback room setup, including four loudspeakers positioned at azimuth angles of 45°, −45°, 135° and −135°. The T30 of the room is 0.50 s.



The azimuth positions of the loudspeakers, relative to the KEMAR dummy head placed at the center of the room, are 45°, −45°, 135° and −135°. The reverberation time of the playback room is approximately T30, playback = 0.50 s. Figure 5 illustrates the reverberation times in 1/3-octave bands for the two simulated rooms and the playback room.
	[image: thumbnail]	Figure 5 Reverberation times in 1/3-octave bands for the two simulated rooms (Room1 and Room2) and the playback room.



While Room2 provides sufficient contrast to the playback room for reverberation control, Room1 has a reverberation time close to that of the playback room,particularly in the mid and high frequencies. This overlap limits the system’s ability to enhance or shape reverberation perceptually and highlights a key constraint when rendering low-reverberation scenes in moderately reverberant playback environments. For this reason, including Room1 in our listening tests allows us to critically evaluate our method at the boundary of itsapplicability.
The direct sound output from RAZR is mapped onto the two front loudspeakers, labeled as loudspeaker one and loudspeaker two in Figure 4. For the reverberant component, all four loudspeakers are used. We have chosen the 30° azimuth direction to also evaluate the flexibility of our approach under phantom-source direct rendering conditions, where none of the loudspeakers are positioned at the direction of the direct sound. In our approach, the BRIRs need to be recorded only once, and it is sufficient to optimize only for the newly simulated room in RAZR. It should be noted that in phantom-source positioning, even for the most challenging case where the phantom source must be created midway between two loudspeakers, the perceptual limitations are partially mitigated by the presence of the reverberant sound field (cf. [23, 24]). In clinical settings, it would likely be feasible to place a real loudspeaker at the position corresponding to the direct sound. The recorded BRIRs of the four loudspeakers in the playback room, along with the simulated RIRs and BRIR, are used together in the optimization process. In this procedure, four combinations of separation times between the direct and reverberant components, as defined in equations (10) and (11), are selected. These combinations are presented inTable 1.
Table 1 
Selected combinations of separation times (Tref, Tplay). The Tref defined in equation (10) and Tplay defined in equation (11) are used for the optimization. Values are given in milliseconds (ms).

These separation times primarily control the direct-to-reverberant ratio and also influence the resulting reverberation time. The highest direct-to-reverberant ratio corresponds to processed case number one (P1 in Tab. 1), where (Tref, Tplay)=(13, 13) ms, while the lowest ratio corresponds to processed case number four (P4), with (Tref, Tplay)=(13, 40) ms. The P1 case has the largest, and the P4 case has the smallest direct sound gains gd(i). Therefore, in the P4 case, the reverberant component of the RinR impulse response, reproduced by the front loudspeakers (BRinRd, r in Eq. (14)), has the lowest energy among all cases. As a result, the smaller direct sound gains allow for adding more simulated reverberant sound using higher reverberant gains gr(i). It should be mentioned that these separation times were empirically selected based on informal listening experiments.
3.2 Evaluation of direct and reverb gains
The direct and reverberant gains obtained through optimization, along with the Auditory Transfer Functions (ATFs) of the processed reverberant BRIRs (P1, P2, P3, and P4) in Room1 for the left and right ears, are shown in Figure 6. The upper two panels show the Gammatone filterbank gains obtained through optimization for the direct and reverberant components, with gd(i) in the upper-left panel and gr(i) in the upper-right panels, respectively. The obtained gains in the low-frequency range are higher for the P1 case and lower for the P4 case. This observation aligns with expectations, as for the P4 case, a larger portion of BRinRd[n] in equation (14) is assigned to the reproduced direct part (BRinRd, d[n]) that is compared with the direct part of the reference BRIRref, d[n], as outlined in equation (10). Consequently, lower gains are required for compensating the energy in the P4 case.
	[image: thumbnail]	Figure 6 The upper-left and upper-right panels illustrate the gains of the Gammatone filterbank in Room1 for the direct and reverb parts, respectively. The lower-left panel displays the ATF of the compensated direct sound contributed as the reverb part, and the lower-right panel shows the ATF of the total reproduced reverb signal. According to the lower-right panel, in the low frequencies only a marginal increase in decibels is added to the P1 and P2 cases as the reverberant sound. For the P3 case, approximately 5 dB, and for the P4 case, approximately 10 dB are added, indicating a greater potential for incorporating reverberation in these two cases.



According to equation (15), a portion of the direct sound contributes to the reverberant component, which is reproduced by the two front loudspeakers, numbered one and two. The lower-left panel of Figure 6 displays the ATFs of the compensated direct BRIR contributed as the reverb part (BRinRd, r[n] in Eq. (15)), while the lower-right panel illustrates the total reproduced reverb BRIR (BRinRtotal, r[n] in Eq. (15)). By comparing the two lower panels of Figure 6, it can be observed that in the low-frequency range, where the reverberant sound is dominant, the P1 and P2 cases offer limited capacity for adding additional reverberation to the signal.
Specifically, only a marginal increase in total reverberant energy at low frequencies is evident for P1 and P2. In contrast, the P3 case shows an increase of approximately 5 dB, and the P4 case shows an increase of about 10 dB in the reverberant component, as compared to the reverberation reproduced by the direct loudspeakers. The direct and reverberant gains obtained for Room2 are shown in Figure 7. Similar to Room1 in Figure 6, Room2 demonstrates a greater capacity to incorporate additional reverberant energy into the final signal in the P3 and P4 cases. It is evident that only a minimal amount of additional reverberation is added in the P1 and P2 cases. In contrast, the P3 case shows a modest increase of a few decibels, while the P4 case exhibits more than 10 dB of added reverberant energy.
	[image: thumbnail]	Figure 7 Similar to Figure 6, but showing the data for Room2. As with Room1, the P3 and P4 cases exhibit lower direct gains compared to P1 and P2, indicating a greater potential to incorporate additional reverberant sound into the final signal.



3.3 Optimization results
The results of optimization for the reproduced BRIRs in Room1 are depicted in Figure 8. Room1 has a T60 value very close to that of the playback room. The two upper panels of Figure 8 display the ATFs of BRinR(i)[n] in equation (17) for left and right ears. In these panels, the ATFs of four processed BRIR versions (P1, P2, P3, and P4) are compared with those of the simulated reference (Ref), which is the ideal BRIR generated by RAZR for headphone playback, and the unprocessed (UnP) case, where the VASs from RAZR are simply mapped to the loudspeakers without any additional processing. Some mismatches between the total compensated and reference BRIRs are still visible in the two upper panels of Figure 8 as energy compensation is performed separately for the direct and reverberant components rather than for their combined total. Note that for the UnP case, the reverberation of the playback room leads to an increase in energy, specifically in the low-frequency range. The ATFs of the processed P3 and P4 cases show a better match to the reference (Ref) compared to the UnP case across most of the Gammatone filters. In the lower frequency bands, where reverberation dominates (e.g., bands three and four), the P1 and P2 cases do not achieve effective compensation. This is due to the very similar T60 values of the simulated and playback rooms, where, according to equation (11), the direct sound in the playback room generates a reverberant field that can no longer be effectively controlled by simply adding more simulated reverberation. In contrast, for the P3 case, and especially for P4, good compensation of total energy in the low-frequency range is observed. Despite the good energy matching observed in the P3 and P4 cases, there remains a possibility of producing an incorrect direct-to-reverberant ratio, which may reduce similarity to the reference signal.To more effectively assess how these factors influence perception, a listening test that was conducted will be presented in the next section.
	[image: thumbnail]	Figure 8 Comparisons of four processed versions of the ART method (P1, P2, P3, P4) with the reference (Ref) and the unprocessed (UnP) BRIRs in Room1. The two upper panels show the ATFs of BRIRs for Ref, UnP and processed BRIRs for the right and left ears. The lower-left panel illustrates the Interaural Coherence (IC) of the processed and UnP cases, along with their comparison to the reference BRIR for perceptually relevant frequencies below 1500 Hz. The lower-right panel shows the Schroeder energy decay curves (EDCs) of the BRIRs.



In the lower-left panel of Figure 8, the ICs of the processed and unprocessed BRIRs are compared to those of the reference signal across frequency bands up to band number 19. These bands are perceptually most relevant for IC, as the auditory system is particularly sensitive to changes in interaural coherence below 1500 Hz. Some improvement in IC is observed in specific bands, particularly in bands 12 and 13. However, for most frequency bands, no significant changes in IC are observed, which is again attributed to the very similar T60 values of the simulated and playback rooms. The lower-right panel shows the Schroeder energy decay curves (EDCs) [25] of the Ref, processed and UnP cases. As can be observed, the ART method significantly improves the match in T60 between the simulated and reproduced environments. Compared to the unprocessed (UnP) case, the EDCs of processed BRIRs are improved and are very close to that of the Ref case. The EDCs of P1 and P2 cases, in comparison to P3 and P4 cases, show a better match to that of the reference BRIR. For the P1 and P2 cases, a lower amount of reverb sound is added to the direct sound, and therefore the reverberation tail is shorter.
The ATFs of left and right ears, the ICs and EDCs for Room2 are illustrated in Figure 9. The simulated Room2 has a higher T60 than the playback room. Compared to Room1, there is a better match between the processed and the reference BRIRs for ATFs for both ears, as well as the ICs across the entire frequency range. Specifically, as shown in the upper panels of Figures 8 and 9, all processed cases in Room2 exhibit better compensation in the low-frequency range compared to those in Room1. When the T60 of the simulated room is considerably longer than that of the playback room, as in Room2, controlling reverberation in the playback room becomes easier by adding more reverberant energy from the simulated room.Furthermore, according to the lower-left panel of Figure 9, the IC values of processed cases in Room2 show a much closer match to those of Ref across the entire frequency range compared to Room1.
	[image: thumbnail]	Figure 9 The ATFs for the left and right ears, ICs, and EDCs are shown for Room2. Compared to Room1, the ATFs and ICs of the processed BRIRs in Room2 exhibit a better match to those of the reference case, particularly in the low-frequency bands. Additionally, the lower-right panel illustrates improvements in the EDC and T60 of the processed cases compared to the UnP case.



4 Listening experiments
For the quality evaluation of the ART method, a multi-stimulus scaling experiment similar to the MUSHRA test [26], referred to as a MUSHRA-like test, was conducted with 13 listeners using headphones. Evaluation over headphones provides a critical approach to evaluate the effectiveness of the system. In the case of a limited number of loudspeakers placed in a reverberant environment, reproduction does not introduce spatial artifacts. We interpret this as likely being related to the observations made by Wierstorf et al. [23], who reported that perceptible coloration artifacts are minimal in two-channel sound reproduction, which corresponds to our panning approach for the direct sound. Furthermore, previous work using a similar approach [16] demonstrated robustness to changes in listener position relative to the one used during optimization.
The signals used in this experiment include an ideally simulated reference signal with RAZR, also used as hidden reference (Ref), a compensated direct signal played from the front loudspeakers (Dir), reproduced direct and reverb signals in the playback room without processing (UnP), the BRIR measured by a real KEMAR (Real) in the two real rooms, and four versions of processed signals produced by our ART method (P1, P2, P3 and P4). The Real condition refers to binaural recordings made with a KEMAR dummy head physically placed in the actual Room1 and Room2. The real rooms served as the basis for the RAZR simulations. The Real condition is not part of the ART processing evaluation, but serves as an auxiliary condition to compare the simulated room acoustics (Ref) against real acoustic environments. Including this condition provides insight into the accuracy of room simulation using RAZR, which is being continuously improved by our collaborators. The Dir, UnP and processed signals (P1, P2, P3 and P4) were played back using the loudspeakers in the reproduction room and recorded with the same dummy head used to generate the reference (Ref) signal in the RAZR simulation. For each room, short audio files were used, including one male voice and five musical instruments: guitar, clarinet, piano, snare drum, and trumpet. In the listening test, subjects were instructed to assign a score of 100% to the hidden reference. The direct (Dir) signal served as an anchor, similar to the role of the anchor in a standard MUSHRA test.The tests were conducted in three sessions, evaluating general-quality similarity, timbral similarity, and spatial similarity to the reference sound. The results of the listening tests are presented below.
4.1 Evaluation of general similarity
The results of the first listening test, in which the general similarity to the reference signal was evaluated, are shown in Figure 10. The mean scores and standard errors for each instrument were calculated by averaging across the 13 subjects who participated in the experiment. These results are presented in the upper-left and upper-right panels of the figure for Room1 and Room2, respectively. In Room1, all instruments show an increase in mean scores for the processed cases (P1, P2, P3, and P4) compared to the unprocessed (UnP) case. A similar improvement is observed in Room2, where the processed cases also outperform the UnP case. However, the scores for the clarinet and piano in the processed conditions are only slightly higher than those of the UnP case.
	[image: thumbnail]	Figure 10 Results of the listening test evaluating general-quality similarity in two rooms. The mean scores and standard errors averaged across 13 subjects for each instrument in Room1 and Room2 are shown in the upper panels. In Room1, clear improvements are observed for all instruments when comparing processed cases (P1–P4) to unprocessed (UnP) signals. In Room2, improvements are also observed, except for the clarinet and piano. The lower-left panel displays boxplots showing variation across instruments, with medians, 25th and 75th percentiles, and outliers. The lower-right panel shows mean and standard errors across all instruments.



The limited improvement in reverberation compensation may be primarily attributed to the spectral characteristics of the clarinet and the selected piano excerpts. The clarinet concentrates most of its energy in the high-frequency range, which is less responsive to the benefits of reverberation compensation. The snare drum has the most impulsive time-domain pattern among all instruments, resulting in the widest frequency spectrum. Therefore, its listening test results provide a clearer indication of the effectiveness of the ART system in improving signal quality.
For statistical analysis, a two-tailed t-test with a 95% confidence level was used to evaluate the effects of the ART method, as well as the impact of different separation times (Tplay) as listed in Table 1 on subject variability. For the snare drum in Room1, the differences between P1 and UnP cases (t(24)=1.41, p = 0.1707) and between P4 and UnP cases (t(24)=1.82, p = 0.08) are not statistically significant. However, the differences between P2 and UnP cases (t(24)=2.31, p <  0.05) and between P3 and UnP cases (t(24)=3.83, p <  0.001) are statistically significant. These results highlight the importance of selecting an appropriate Tplay in equation (11) for effective optimization. For the processed cases, the difference between P3 and P2 is not significant (t(24)=1.28, p = 0.21), but the differences between P3 and P1 (t(24)=2.21, p <  0.05) and between P3 and P4 (t(24)=2.23, p <  0.05) are significant. For the snare drum in Room2, the difference between the P2 case, which has the lowest mean score, and the UnP case is statistically significant (t(24)=2.16, p <  0.05). For the snare drum in Room2, the difference between the P2 case, which has the lowest the mean score, and the UnP case is statistically significant (t(24)=2.16, p <  0.05). Among the processed cases, only the difference between P1 and P4 is significant (t(24)=2.10, p <  0.05).
In the lower-left panel of Figure 10, the variations across instruments are illustrated. Median values are shown along with the 25th and 75th percentiles, as well as outliers, across the six audio samples (five instruments and one speech sample). The mean and standard errors (STD) of these data are presented in the lower-right panel of Figure 10. Reproduction of the direct sound only (Dir) results in a noticeable perceived degradation in signal quality compared to the reference signal. The unprocessed case (UnP), which includes direct and reverb sound, shows strong improvement compared to only direct reproduction, but still has degraded quality compared to the reference signals.
For both rooms, all processed signals (P1–P4) received higher scores than the UnP and the real KEMAR (Real) cases. The highest average scores in Room1 and Room2 were achieved with the P3 and P1 conditions, respectively, showing improvements of more than 35% and 30% in ART rendering compared to the uncompensated case. A two-tailed t-test with a 95% confidence level was used to evaluate the effects of instrument variability. For all instruments in Room1, the difference between P1 (lowest mean value) and UnP is significant (t(10)=5.39, p <  0.001). For the processed cases in Room1, the difference between P3 (highest mean value) and P1 (lowest mean value) is not significant (t(10)=1.69, p = 0.12). For all instruments in Room2, the difference between P4 (lowest mean value) and UnP is significant (t(10)=3.06, p <  0.01). For the processed cases in Room2, only the difference between P1 and P4 is significant (t(10)=2.35, p <  0.05). The mean and STD for instrument variations are consistent with the snare drum results, showing the best average scores for P3 in Room1 and P1 in Room2. Statistical analysis confirms significant improvements for several conditions. These results highlight the importance of selecting appropriate Tplay in equation (11) for effective optimization.
4.2 Evaluation of timbre similarity
The second headphone evaluation focused on spectral or timbral similarity. According to ITU-R Recommendation BS.2399-0 [27], a more precise term for this type of evaluation is Full, which refers to the overall spectral content, including both low- and high-frequency components. For this experiment, the signal from the right ear was presented diotically to both ears, thereby eliminating spatial information from the audio stimuli. In the MUSHRA-like test, listeners were asked to assess the Full proximity of each stimulus to the reference sound. The results from 13 participants are shown in Figure 11.
	[image: thumbnail]	Figure 11 Timbre-similarity scores. Results are similar to those in Figure 10, but now focusing on timbre. For Room1, the P3 case generally scores highest. For Room2, the processed P3 and P4 cases show higher mean values than P1, which contrasts with the general similarity results.



The upper two panels display the mean scores and standard errors for the evaluated audio stimuli. For Room1, the highest mean score for the snare drum is associated with the P3 case, while the lowest mean score corresponds to the P1 case. A significant difference is observed between the P1 and UnP cases (t(24)=2.17, p <  0.05). However, the P3 case, which has the highest mean value, and the P1 case, which has the lowest mean value, do not show a significant difference (t(24)=1.23, p = 0.23). For Room2, the highest mean score for the snare drum is associated with the P1 case, while the lowest mean score corresponds to the P4 case. The P4 and UnP cases show a significant difference (t(24)=4.24, p <  0.05). There is no significant difference between the processed P1 and P4 cases (t(24)=1.46, p = 0.15). Unlike the results related to Figure 10, which presented the general similarity assessment, no statistically significant differences were observed between the processed cases of the snare drum with respect to timbral similarity.
For all instruments in Room1, the P3 case shows the highest mean values, while the P2 case shows the lowest. The difference between P2 and UnP cases is significant (t(10)=2.86, p <  0.05). There is no significant difference between the processed P3 and P2 cases (t(10)=1.32, p = 0.21). For Room2, the P2 and P3 cases show higher mean values than the P1 case. This contrasts with the results of the quality assessments in Figure 10, where the P1 case had the highest mean score. The difference between the P4 case, which has the lowest mean value among the processed cases, and the UnP case is statistically significant (t(10)=4.24, p <  0.05). The differences between the P2 and P3 cases (t(10)=0.10, p = 0.91) and between the P2 and P1 cases (t(10)=0.90, p = 0.38) are not significant. However, the difference between the P2 and P4 cases is significant (t(10)=2.40, p <  0.05).
4.3 Evaluation of spatial similarity
In the third headphone experiment, spatial similarity to the reference was rated. Participants were instructed to focus on attributes such as “source width” and “envelopment” [27]. Presumably, “source width” is primarily associated with the direct component of the signal, while “envelopment” is mainly influenced by the reverberant component. The spatial similarity scores are presented in Figure 12, following the same format as in Figures 10 and 11.
	[image: thumbnail]	Figure 12 Spatial similarity scores (source width and envelopment) relative to the reference. Results are presented in the same format as Figures 10 and 11. For Room1, P1 achieved the highest mean score for the snare drum. For Room2, results were consistent with earlier tests, with P1 again performing best.



For the snare drum in Room1, unlike in Figures 10 and 11, the P1 case shows the highest mean value. The lowest mean value is observed for the P4 case, and its difference from the UnP case is statistically significant (t(24)=3.57, p <  0.05). Among the processed cases, the difference between the P1 and P2 cases is statistically significant (t(24)=2.08, p <  0.05), whereas the differences between P1 and P3 (t(24)=0.88, p = 0.39) and between P1 and P4 (t(24)=0.90, p = 0.37) are not significant.
For the snare drum in Room2, the P4 case has the lowest mean value, and its difference from the UnP case is not statistically significant (t(24)=1.02, p = 0.31). This indicates that selecting a long Tplay in equation (11) is not suitable for Room2. However, the P2 case, which has the second lowest mean value, shows a statistically significant difference from the UnP case (t(24)=2.26, p <  0.05). Among the processed cases in Room2, only the P1 and P4 cases show a statistically significant difference (t(24)=2.13, p <  0.05).
For the instrument variations shown in the lower panels of Figure 12, the lowest mean score in Room1 is associated with the P2 case, which shows a statistically significant difference from the UnP case (t(10)=2.97, p <  0.05). There is no significant difference between the processed cases in Room1. In Room2, the lowest mean score is associated with the P4 case, and the difference between the P4 and UnP cases is statistically significant (t(10)=4.43, p <  0.05). Among the processed cases, the highest and lowest mean values are associated with the P1 and P4 cases, respectively. However, the difference between P1 and P4 is not statistically significant (t(10)=0.90, p = 0.38).
5 Discussion and summary
In this study, we showed that with appropriate compensation methods, and provided that source and receiver are placed in the same plane, it is possible to render a virtual acoustic environment over a limited number of loudspeakers placed within a reverberant environment with good similarity to a full rendering over headphones. This has relevance for clinical applications where it can be desirable to evaluate hearing abilities in reverberant environments in a standardized manner, including playback over loudspeakers.
In our method for spatial reproduction of simulated scenes, such as those created with tools such as RAZR [4, 6], four loudspeakers are used to render perceptually compensated audio, reducing the influence of the acoustics of the playback room. The simulated direct and reverberant sounds are separately mapped to the positions of four loudspeakers using the Vector Base Amplitude Panning (VBAP) method. It is important to note that, due to the horizontal arrangement of the loudspeakers, elevation angles of reflections are not represented in the VBAP mapping. Fortunately, some of the elevation information in the reverberant sound field is partially recreated through the natural reverberation of the playback room itself. Instead of perfectly reconstructing thesimulated sound field, the approach aims to accurately reproduce the directional cues, energy, and interaural coherence (IC) of the sounds to closely match the simulated reference signal. For achieving perceptual similarity, these cues have been shown to be highly important, as demonstrated in parametric spatial audio coding approaches that represent the spatial sound field with very high perceptual similarity using only directional cues, ITDs, ILDs, and IC cues [28].
Since in the current approach we rely on phantom source creation, similar constraints on sweet spot position and head orientation apply as in normal stereo playback. In future research towards clinical applications of this method, it will be important to investigate speech intelligibility in different spatial configurations, with spatially collocated and separated speakers, to assess whether highly similar intelligibility results are obtained independent of playback room. In addition, it is expected that when wearing hearing aids with beamforming algorithms it will be required that, in the playback room, direct sound-field components of virtual sources are rendered by a physical loudspeaker instead of by a phantom source. Within the context of clinical standardized tests such a constraint seems very reasonable.
The direct component of the reference signal is reproduced using two front loudspeakers aligned with the direction of arrival (DOA) of the direct sound in the simulated room, and is filtered using Gammatone gains to compensate for coloration effects introduced by the reproduction room. For the reverberant component, spatial distortions related to the perceived diffuseness of the sound, along with additional coloration caused by the room, are addressed by cross-mixing the signals from the two front and two rear loudspeakers, followed by energy compensation of the resulting cross-mixed signals usingGammatone gains. The optimized Gammatone gains of direct and reverberant components, as well as the cross-mixing coefficients, are obtained through an optimization procedure in which the binaural room impulse response (BRIR) measured with a real dummy head in the reproduction room is compared to the BRIR of the simulated room generated by RAZR. Compared to our initial study [18], this work investigates the influence of direct and reverberant separation times in BRIRs on both perceptual quality and the energy decay curve (EDC) of the reproduced signal.
The T60 values of the simulated and playback rooms play a critical role in the optimization process. When the simulated room has a longer T60 than the playback room, both energy and interaural coherence (IC) compensation can be achieved across the full frequency spectrum. However, when the T60 values are relatively close, the compensation may be incomplete, particularly at low frequencies where reverberation is more dominant. In such cases, for example when the playback room has a slightly longer T60, the direct sound may unintentionally contribute an excessive amount of reverberant energy that cannot be fully controlled. Nevertheless, despite this limitation at low frequencies, coloration in the higher frequency range can still be effectively corrected. The energy decay curves (EDCs) for both rooms showed significant improvement in the processed cases compared to the unprocessed (UnP) condition. In Room2, where the T60 of the playback room is shorter than that of the simulated room, it is easier to add additional reverberant energy to shape the reverberant sound field. This contrasts with Room1, where the simulated and playback rooms have more closely matched T60 values, making effective control of the reverberant field more challenging.
In the listening experiments, the general, timbral, and spatial similarities between the unprocessed case (UnP) and various versions of the processed signal (P1–P4) were examined. Among the four tested parameter sets, the perceptual evaluation revealed that P3 provided the best balance across general quality and timbre similarity for Room1, while P1 showed the most consistent performance for Room2, particularly in terms of spatial similarity. These results indicate that the optimal choice of separation times between direct and reverberant components may depend on the reverberation characteristics of the simulated scene. Suitable separation times can be empirically selected by comparing the reproduced audiosignals with the simulated reference BRIRs through informal listening. This practical approach resulted in perceptually meaningful renderings. Nevertheless, to improve robustness and reproducibility, future work could explore systematic selection strategies, such as grid search optimization guided by perceptual audio quality models, to automate the tuning of ART parameters across diverse acoustic scenarios.
The results showed that the average scores for the processed signals were higher than those for the unprocessed case, both for speech and for most instruments. Differences in general, timbral, and spatial ratings between the processed and unprocessed conditions were typically significant. Statistical analyses, conducted across all instruments as well as specifically for the snare drum, revealed significant differences among some of the processed versions, highlighting the importance of selecting appropriate separation times. Interestingly, the scoring differences between the unprocessed (UnP) and processed cases are greater for Room1 compared to Room2. This suggests that although compensation for the simulated Room2 is easier, the overall improvement is smaller. In Room1, where the T60 of the simulated room is very close to that of the playback room, the impact of the room-in-room (RinR) impulse responses is more pronounced. As a result, even modest improvements, particularly in the high-frequency range, can have a significant effect on perceived quality. Despite Room1 being more challenging than Room2, the listening test results show only small differences between both rooms.
In our ART system, the binaural room impulse responses (BRIRs) are divided into direct and reverberant components. Early reflections are distributed between these two components. Accurately modeling the acoustic characteristics of early reflections is particularly challenging [29], especially when late early reflections are present in the room impulse response (RIR). One potential improvement to our approach would be to assign early reflections to the direct sound based on the precedence effect, rather than relying on predefined separation times. Further research is needed to investigate the role of early reflections within our method and to enhance the quality of the rendered simulated environment. In the current loudspeaker configuration, direct sound reproduction is limited to the horizontal plane. The ART method may be further improved by incorporating additional loudspeakers in the horizontal plane and adding a ceiling loudspeaker to better capture elevation cues.
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Selected combinations of separation times (Tref, Tplay). The Tref defined in equation (10) and Tplay defined in equation (11) are used for the optimization. Values are given in milliseconds (ms).
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	[image: thumbnail]	Figure 1 A block diagram of the ART approach. The RAZR room simulator provides two outputs: binaural room impulse responses (BRIRs) at the listener position for headphone rendering, and virtual acoustic sources (VASs) for the direct and reverberant components for loudspeaker rendering. In the upper signal flow, the VASs of the direct sound are mapped onto two loudspeakers using the Vector Base Amplitude Panning (VBAP) method, and the signals are rendered in the playback room after filtering. In the lower signal flow, the VASs of the reverberant sound are mapped onto four loudspeakers using spatial mixing. These signals are then mixed and filtered to control both the interaural coherence (IC) and the reverberant energy at the listening position in the playback room. To preserve the energy characteristics of the original signals, both the direct and reverberant components are compensated using Gammatone filterbank analysis and synthesis prior to playback. In the optimization block, the simulated BRIRs (BRIRref) are compared with the reproduced binaural room-in-room impulse responses (BRinR) measured in the playback room. This comparison is used to determine the optimal mixing coefficients for the reverberant signals, as well as the optimal Gammatone filter gains for both direct and reverberant components. Additionally, the reproduced reverberation time (T60) is controlled by adjusting the separation time between the direct and reverberant parts in both BRIRref and BRinR.
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	[image: thumbnail]	Figure 2 Block diagram of the optimization process for the ART system with four loudspeakers. The upper outputs from the RAZR room simulation are used in the reproduction chain, which includes mapping the simulated virtual sources onto four loudspeakers, convolving the loudspeaker signals with their respective BRIRs in the playback room, and applying Gammatone filtering. The lower output from RAZR is the binaurally simulated room used as a reference signal (BRIRref). For simplicity, only the BRIRref corresponding to one ear is depicted. The direct and reverberant components of BRIRref are separated at time Tref, and Gammatone filtering is applied in the same manner as for the upper outputs. As shown in the upper part of the figure, the direct signal is rendered using the two front loudspeakers, while the reverberant signal is rendered using all four. The Gammatone filterbank outputs of the rendered binaural room-in-room impulse responses (BRinR) and the BRIRref are then compared to optimize the energy of the direct sound using gd(i) gains, and the energy of the reverberant sound as well as the interaural coherence (IC) of the rendered BRinR using gr(i) gains and cross-mixing coefficients α(i) and β(i).
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	[image: thumbnail]	Figure 3 Block diagram of ART filtering: After VBAP mapping of simulated direct and reverberant signals, both components are processed through the analysis and synthesis framework of a Gammatone filterbank. For the direct sound, energy-compensation gains gd(i) are applied, while for the reverberant sound, cross-mixing coefficients α(i) and β(i), along with gains gr(i), are used. For each loudspeaker, the direct and reverberant signals are combined and then convolved with an audio file before playback.
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	[image: thumbnail]	Figure 4 Playback room setup, including four loudspeakers positioned at azimuth angles of 45°, −45°, 135° and −135°. The T30 of the room is 0.50 s.
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	[image: thumbnail]	Figure 5 Reverberation times in 1/3-octave bands for the two simulated rooms (Room1 and Room2) and the playback room.
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	[image: thumbnail]	Figure 6 The upper-left and upper-right panels illustrate the gains of the Gammatone filterbank in Room1 for the direct and reverb parts, respectively. The lower-left panel displays the ATF of the compensated direct sound contributed as the reverb part, and the lower-right panel shows the ATF of the total reproduced reverb signal. According to the lower-right panel, in the low frequencies only a marginal increase in decibels is added to the P1 and P2 cases as the reverberant sound. For the P3 case, approximately 5 dB, and for the P4 case, approximately 10 dB are added, indicating a greater potential for incorporating reverberation in these two cases.
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	[image: thumbnail]	Figure 7 Similar to Figure 6, but showing the data for Room2. As with Room1, the P3 and P4 cases exhibit lower direct gains compared to P1 and P2, indicating a greater potential to incorporate additional reverberant sound into the final signal.
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	[image: thumbnail]	Figure 8 Comparisons of four processed versions of the ART method (P1, P2, P3, P4) with the reference (Ref) and the unprocessed (UnP) BRIRs in Room1. The two upper panels show the ATFs of BRIRs for Ref, UnP and processed BRIRs for the right and left ears. The lower-left panel illustrates the Interaural Coherence (IC) of the processed and UnP cases, along with their comparison to the reference BRIR for perceptually relevant frequencies below 1500 Hz. The lower-right panel shows the Schroeder energy decay curves (EDCs) of the BRIRs.
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	[image: thumbnail]	Figure 9 The ATFs for the left and right ears, ICs, and EDCs are shown for Room2. Compared to Room1, the ATFs and ICs of the processed BRIRs in Room2 exhibit a better match to those of the reference case, particularly in the low-frequency bands. Additionally, the lower-right panel illustrates improvements in the EDC and T60 of the processed cases compared to the UnP case.
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	[image: thumbnail]	Figure 10 Results of the listening test evaluating general-quality similarity in two rooms. The mean scores and standard errors averaged across 13 subjects for each instrument in Room1 and Room2 are shown in the upper panels. In Room1, clear improvements are observed for all instruments when comparing processed cases (P1–P4) to unprocessed (UnP) signals. In Room2, improvements are also observed, except for the clarinet and piano. The lower-left panel displays boxplots showing variation across instruments, with medians, 25th and 75th percentiles, and outliers. The lower-right panel shows mean and standard errors across all instruments.
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	[image: thumbnail]	Figure 11 Timbre-similarity scores. Results are similar to those in Figure 10, but now focusing on timbre. For Room1, the P3 case generally scores highest. For Room2, the processed P3 and P4 cases show higher mean values than P1, which contrasts with the general similarity results.
In the text



	[image: thumbnail]	Figure 12 Spatial similarity scores (source width and envelopment) relative to the reference. Results are presented in the same format as Figures 10 and 11. For Room1, P1 achieved the highest mean score for the snare drum. For Room2, results were consistent with earlier tests, with P1 again performing best.
In the text
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        A block diagram of the ART approach. The RAZR room simulator provides two outputs: binaural room impulse responses (BRIRs) at the listener position for headphone rendering, and virtual acoustic sources (VASs) for the direct and reverberant components for loudspeaker rendering. In the upper signal flow, the VASs of the direct sound are mapped onto two loudspeakers using the Vector Base Amplitude Panning (VBAP) method, and the signals are rendered in the playback room after filtering. In the lower signal flow, the VASs of the reverberant sound are mapped onto four loudspeakers using spatial mixing. These signals are then mixed and filtered to control both the interaural coherence (IC) and the reverberant energy at the listening position in the playback room. To preserve the energy characteristics of the original signals, both the direct and reverberant components are compensated using Gammatone filterbank analysis and synthesis prior to playback. In the optimization block, the simulated BRIRs (BRIRref) are compared with the reproduced binaural room-in-room impulse responses (BRinR) measured in the playback room. This comparison is used to determine the optimal mixing coefficients for the reverberant signals, as well as the optimal Gammatone filter gains for both direct and reverberant components. Additionally, the reproduced reverberation time (T60) is controlled by adjusting the separation time between the direct and reverberant parts in both BRIRref and BRinR.

      

    

  
    
      Figure 2 
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        Block diagram of the optimization process for the ART system with four loudspeakers. The upper outputs from the RAZR room simulation are used in the reproduction chain, which includes mapping the simulated virtual sources onto four loudspeakers, convolving the loudspeaker signals with their respective BRIRs in the playback room, and applying Gammatone filtering. The lower output from RAZR is the binaurally simulated room used as a reference signal (BRIRref). For simplicity, only the BRIRref corresponding to one ear is depicted. The direct and reverberant components of BRIRref are separated at time Tref, and Gammatone filtering is applied in the same manner as for the upper outputs. As shown in the upper part of the figure, the direct signal is rendered using the two front loudspeakers, while the reverberant signal is rendered using all four. The Gammatone filterbank outputs of the rendered binaural room-in-room impulse responses (BRinR) and the BRIRref are then compared to optimize the energy of the direct sound using gd(i) gains, and the energy of the reverberant sound as well as the interaural coherence (IC) of the rendered BRinR using gr(i) gains and cross-mixing coefficients α(i) and β(i).

      

    

  
    
      Figure 3 
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        Block diagram of ART filtering: After VBAP mapping of simulated direct and reverberant signals, both components are processed through the analysis and synthesis framework of a Gammatone filterbank. For the direct sound, energy-compensation gains gd(i) are applied, while for the reverberant sound, cross-mixing coefficients α(i) and β(i), along with gains gr(i), are used. For each loudspeaker, the direct and reverberant signals are combined and then convolved with an audio file before playback.
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        Playback room setup, including four loudspeakers positioned at azimuth angles of 45°, −45°, 135° and −135°. The T30 of the room is 0.50 s.

      

    

  
    
      Figure 5 
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        Reverberation times in 1/3-octave bands for the two simulated rooms (Room1 and Room2) and the playback room.

      

    

  
    
      Table 1 

      Selected combinations of separation times (Tref, Tplay). The Tref defined in equation (10) and Tplay defined in equation (11) are used for the optimization. Values are given in milliseconds (ms).
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	(13, 13)
	(13, 15)
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	(13, 13)
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	(13, 40)
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        The upper-left and upper-right panels illustrate the gains of the Gammatone filterbank in Room1 for the direct and reverb parts, respectively. The lower-left panel displays the ATF of the compensated direct sound contributed as the reverb part, and the lower-right panel shows the ATF of the total reproduced reverb signal. According to the lower-right panel, in the low frequencies only a marginal increase in decibels is added to the P1 and P2 cases as the reverberant sound. For the P3 case, approximately 5 dB, and for the P4 case, approximately 10 dB are added, indicating a greater potential for incorporating reverberation in these two cases.

      

    

  
    
      Figure 7 
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        Similar to Figure 6, but showing the data for Room2. As with Room1, the P3 and P4 cases exhibit lower direct gains compared to P1 and P2, indicating a greater potential to incorporate additional reverberant sound into the final signal.

      

    

  
    
      Figure 8 
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        Comparisons of four processed versions of the ART method (P1, P2, P3, P4) with the reference (Ref) and the unprocessed (UnP) BRIRs in Room1. The two upper panels show the ATFs of BRIRs for Ref, UnP and processed BRIRs for the right and left ears. The lower-left panel illustrates the Interaural Coherence (IC) of the processed and UnP cases, along with their comparison to the reference BRIR for perceptually relevant frequencies below 1500 Hz. The lower-right panel shows the Schroeder energy decay curves (EDCs) of the BRIRs.

      

    

  
    
      Figure 9 
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        The ATFs for the left and right ears, ICs, and EDCs are shown for Room2. Compared to Room1, the ATFs and ICs of the processed BRIRs in Room2 exhibit a better match to those of the reference case, particularly in the low-frequency bands. Additionally, the lower-right panel illustrates improvements in the EDC and T60 of the processed cases compared to the UnP case.

      

    

  
    
      Figure 10 
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        Results of the listening test evaluating general-quality similarity in two rooms. The mean scores and standard errors averaged across 13 subjects for each instrument in Room1 and Room2 are shown in the upper panels. In Room1, clear improvements are observed for all instruments when comparing processed cases (P1–P4) to unprocessed (UnP) signals. In Room2, improvements are also observed, except for the clarinet and piano. The lower-left panel displays boxplots showing variation across instruments, with medians, 25th and 75th percentiles, and outliers. The lower-right panel shows mean and standard errors across all instruments.

      

    

  
    
      Figure 11 

      
        [image: thumbnail]
      

      
        Timbre-similarity scores. Results are similar to those in Figure 10, but now focusing on timbre. For Room1, the P3 case generally scores highest. For Room2, the processed P3 and P4 cases show higher mean values than P1, which contrasts with the general similarity results.

      

    

  
    
      Figure 12 
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        Spatial similarity scores (source width and envelopment) relative to the reference. Results are presented in the same format as Figures 10 and 11. For Room1, P1 achieved the highest mean score for the snare drum. For Room2, results were consistent with earlier tests, with P1 again performing best.
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